Building Rome on a Cloudless Day
Jan-Michael Frahm1 , Pierre Fite-Georgel1 , David Gallup1 , Tim Johnson1 ,
Rahul Raguram1, Changchang Wu1 , Yi-Hung Jen1 , Enrique Dunn1 ,
Brian Clipp1 , Svetlana Lazebnik1 , and Marc Pollefeys1,2
1

University of North Carolina at Chapel Hill, Department of Computer Science
2
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Abstract. This paper introduces an approach for dense 3D reconstruction from unregistered Internet-scale photo collections with about 3 million images within the span of a day on a single PC (“cloudless”). Our
method advances image clustering, stereo, stereo fusion and structure
from motion to achieve high computational performance. We leverage
geometric and appearance constraints to obtain a highly parallel implementation on modern graphics processors and multi-core architectures.
This leads to two orders of magnitude higher performance on an order
of magnitude larger dataset than competing state-of-the-art approaches.

1

Introduction

Recent years have seen an explosion in consumer digital photography and a
phenomenal growth of community photo-sharing websites. More than 80 million
photos are uploaded to the web every day,1 and this number shows no signs of
slowing down. More and more of the Earth’s cities and sights are photographed
each day from a variety of cameras, viewing positions, and angles. This has created a growing need for computer vision techniques that can provide intuitive
and compelling visual representations of landmarks and geographic locations. In
response to this challenge, the ﬁeld has progressed quite impressively. Snavely et
al. [1] were the ﬁrst to demonstrate successful structure from motion (SfM) from
Internet photo collections. Agarwal et al. [2] have performed camera registration
and sparse 3D reconstruction starting with 150,000 images in a day on 62 cloud
computers with 500 cores. Li et al. [3] have presented a system that combines
appearance and multi-view geometry constraints to process tens of thousands
of images in little more than a day on a single computer. There also exist techniques for accurate reconstruction of dense 3D models from community photo
collections [4,5], but they are currently much slower and more computationally
intensive than the SfM approaches.
While the above systems represent signiﬁcant advances for 3D reconstruction,
they do not yet measure up to the needs of city-scale modeling as, for example,
a query for “Rome” on Flickr.com returns about 3 million images. This paper
proposes a highly eﬃcient system performing camera registration and dense
1
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Fig. 1. Example models of our method from Rome (left) and Berlin (right) computed
in less than 24 hours from automatically registered subsets of photo collections of 2.9
million and 2.8 million images respectively

geometry estimation for city-scale reconstruction from millions of images on a
single PC (no cloud computers = “cloudless”). The proposed system brings the
computation of models from Internet photo collections on par with state-of-theart performance for reconstruction from video [6] by extending the capabilities
of each step of the reconstruction pipeline to eﬃciently handle the variability
and complexity of large-scale, unorganized, heavily contaminated datasets.
Our method eﬃciently combines 2D appearance and color constraints with 3D
multi-view geometry constraints to estimate the geometric relationships between
millions of images. The resulting registration serves as a basis for dense geometry
computation using fast plane sweeping stereo [7] and a new method for robust
and eﬃcient depthmap fusion [8]. We take advantage of the appearance and
geometry constraints to achieve parallelization on graphics processors and multicore architectures. All timings in the paper are obtained on a PC with dual Intel
quadcore Xeon 3.33 Ghz processors, four NVidia 295GTX commodity graphics
cards, 48 GB RAM and a 1 TB solid state hard drive for data storage. The
major steps of our method are:
1) Appearance-based clustering with small codes (Sec. 3.1): Similarily
to Li et al. [3] we use gist features [9] to capture global image appearance. The
complexity of the subsequent geometric registration is reduced by clustering the
gist features to obtain a set of canonical or iconic views [3]. In order to be able to
ﬁt several million gist features in GPU-memory, we compress them to compact
binary strings using a locality sensitive scheme [10,11,12]. We then cluster them
based on Hamming distance using the k-medoids algorithm [13] implemented
on the GPU. To our knowledge, this is the ﬁrst application of small codes in
the style of [12] outside of proof-of-concept recognition settings, and the ﬁrst
demonstration of their eﬀectiveness for large-scale clustering problems.
2) Geometric cluster verification (Sec. 3.2) is used to identify in each cluster
a “core” set images with mutually consistent epipolar geometry using a fast
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RANSAC method [14]. Out of the core images an iconic image is selected and
all remaining cluster images are veriﬁed to match to it, and the ones found to
be inconsistent are removed. Finally, we select a single iconic view as the best
representative of the cluster. Additionally, we take advantage of user-provided
geo-location of the images if it is available (approximately 10% of the images in
the Internet photo collection have this information), providing geo-location for
a large fraction of our clusters (> 66%).
3) Local iconic scene graph reconstruction (Sec. 3.3) establishes a skeleton
registration of the iconic images in the diﬀerent locations. We use vocabulary tree
search [15] and clustering based on geo-location and image appearance to identify
neighboring iconics. Both of these strategies typically lead to sets of locally
connected images corresponding to diﬀerent geographically separated sites of
the city. We dub these sets local iconic scene graphs. These graphs are extended
by registering all the additional views from the iconic clusters linked to them.
Our registration method uses incremental SfM combined with periodic bundle
adjustment, achieving accuracies on par with existing methods [2,16].
5) Dense model computation (Sec. 3.4) uses all registered views in the local
iconic scene graphs to compute dense scene geometry for the captured sites.
Taking advantage of the initial appearance-based image grouping method, we
use fast plane sweeping stereo to obtain depthmaps from each iconic cluster.
To minimize the computational load we perform visibility-based view selection
for the dense depthmap computation. Then we apply a novel extension to a
depthmap fusion method [17] to obtain a watertight scene representation from
the noisy but redundant depthmaps.

2

Previous Work

Our method is the ﬁrst technique performing dense modeling from unorganized Internet-scale photo collections consisting of millions of images. There
exist scalable systems for dense 3D urban reconstruction from millions of video
frames [6,18]. However, modeling from video is inherently much more eﬃcient as
it takes advantage of spatial proximity between the camera positions of successive frames, whereas the spatial relationships between images in a community
photo collection are unknown a priori, and in fact, 40% to 60% of images in such
collections turn out to be irrelevant clutter [3].
The ﬁrst approach for organizing unordered image collections was proposed
by Schaﬀalitzky and Zisserman [19]. Sparse 3D reconstruction of landmarks from
Internet photo collections was ﬁrst addressed by the Photo Tourism system [20],
which achieves high-quality results through exhaustive pairwise image matching
and frequent global bundle adjustment. Neither one of these steps is very scalable, so in practice, the Photo Tourism system can be applied to a few thousand
images at most. Aiming at scalability, Snavely et al. [16] construct skeletal sets of
images whose reconstruction approximates the full reconstruction of the whole
dataset. However, computing these sets still requires initial exhaustive pairwise
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image matching. Agarwal et al. [2] parallelize the matching process and use approximate nearest neighbor search and query expansion [21] on a cluster of 62
machines each one comparable to our single PC. With that single PC, we tackle
an order of magnitude more data in the same amount of time.
The speed of our approach is a result of eﬃcient early application of 2D
appearance-based constraints, similarly to the approach of Li et al. [3]. Our
system takes each of the methods used by [3] to the next level to successfully
process two orders of magnitude more data by parallelizing the computation on
graphics processors and multi-core architectures. As a prerequisite for eﬃcient
camera registration, our method initially clusters the dataset by appearance and
selects one iconic image for each appearance cluster. This is the opposite of the
approach of Simon et al. [22], who treat scene summarization as a by-product of
3D reconstruction and select canonical views through clustering the 3D camera
poses. While our method of image organization is initially looser than that of [22],
it provides a powerful pre-selection mechanism for advancing the reconstruction
eﬃciency signiﬁcantly.
After selecting the iconic images, the next step of our system is to discover
the geometric relationships between them and register them together through
SfM. Li et al. [3] used a vocabulary tree [15] to rapidly ﬁnd related iconics.
Our system can use a vocabulary tree in the absence of geo-location information
for the iconics. If this geo-location is available, we use it to identify potentially
related views similarly to [23]. This approach is more eﬃcient since it avoids
building the vocabulary tree. Note that the methods of [24,25] are also applicable
to discovering spatial relationships in large collections of data.
To perform SfM on the set of iconic images, Li et al. [3] ﬁrst partitioned
the iconic scene graph into multiple connected components. In contrast, we
do not cut the iconic scene graph, as such an approach is prone to excessive
fragmentation of scene models. Instead, we use a growing strategy combined
with eﬃcient merging and periodic bundle adjustment to obtain higher-quality,
more complete models. This strategy is reminiscent of techniques for out-of-core
bundle-adjustment [26] that take advantage of the uneven viewpoint distribution in photo collections by locally optimizing clusters of nearby views, and then
connecting the local solutions into a global one.
Given the registered viewpoints recovered by SfM, we next perform multi-view
stereo to get dense 3D models. The ﬁrst approach demonstrating dense modeling
from photo collections was proposed by Goesele et al. [4]. It uses per-pixel view
selection and patch growing to obtain a set of surface elements, which are then
regularized into a Poisson surface model. However, this approach does not make
it easy to provide textures for the resulting models. Recently, Furukawa et al. [5]
proposed a dense reconstruction method from large-scale photo collections using
view clustering to initialize the PMVS approach [27]. The method of [5] computes
a dense model from approximately 13,000 images in about two days on a single
computer assuming known camera registration. Our proposed method uses an
extended version of Yang and Pollefeys stereo [7] combined with novel multi-layer
depthmap fusion [8]. While achieving comparable quality, it computationally
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outperforms [4,5] by running on a single PC within less than two hours for
64,000 images.

3

The Approach

In this section we will describe our system. Section 3.1 discusses the initial
appearance-based clustering, and Section 3.2 discusses our method for eﬃcient
geometric veriﬁcation of the resulting clusters. Section 3.3 explains our SfM
scheme, and Section 3.4 explains dense 3D model generation.
3.1

Appearance-Based Clustering with Small Codes

Similarily to Li et al. [3], we begin by computing a global appearance descriptor
for every image in the dataset. We generate a gist feature [9] for each image by
computing oriented edge responses at three scales (with 8, 8 and 4 orientations,
respectively), aggregated to a 4 × 4 spatial resolution. To ensure better grouping
of views for our dense reconstruction method, we concatenate the gist with a
subsampled RGB image at 4 × 4 spatial resolution. Both the gist and the color
parts of the descriptor are rescaled to have unit norm. The combined descriptor
has 368 dimensions, and is computed on the eight GPU cores at a rate of 781Hz2 .
The next step is to cluster the gist descriptors to obtain groups of images
consistent in appearance. We aim at a GPU-based implementation, given the
inherent parallelism in the distance computation of clustering algorithms like
k-means and k-medoids. Since it is impossible to eﬃciently cluster up to 2.8
million 368-dimensional double-precision vectors in the GPU memory of 768
MB, we have chosen to compress the descriptors to much shorter binary strings,
such that the Hamming distances between the compressed strings approximate
the distances between the original descriptors. To this end, we have implemented
on the GPU the locality sensitive binary code (LSBC) scheme of Raginsky and
Lazebnik [11], in which the ith bit of the code for a descriptor vector x is given
by ϕi (x) = sgn[cos(x · ri + bi ) + ti ], where r ∼ Normal(0, γI), bi ∼ Unif[0, 2π],
and ti ∼ Unif[−1, 1] are randomly chosen code parameters. As shown in [11], as
the number of bits in the code increases, the normalized Hamming distance (i.e.,
Hamming distance divided by code length) between two binary strings ϕ(x) and
2
ϕ(y) approximates (1 − K(x, y))/2, where K(x, y) = e−γx−y /2 is a Gaussian
kernel between x and y. We have compared the LSBC scheme with a simple
locality sensitive hashing (LSH) scheme for unit norm vectors where the ith bit
of the code is given by sgn(x · ri ) [10]. As shown in the recall-precision plots in
Figure 2, LSBC does a better job of preserving the distance relationships of our
descriptors than the LSH scheme of [10].
We have found that γ = 4.0 works well for our data, and that the code length
of 512 oﬀers the best tradeoﬀ between approximation accuracy and memory
usage. To give an idea of the memory savings aﬀorded by this scheme, at 32
bytes per dimension, each original descriptor takes up 11,776 bytes, while the
2
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Fig. 2. Comparison of LSH [10] and LSBC [11] coding schemes with diﬀerent settings
for γ and code size on Rome data (left) and Berlin data (right). These plots show the
recall and precision of nearest-neighbor search with Hamming distance on binary codes
for retrieving the “true” k nearest neighbors according to Euclidean distance on the
original gist features (k is our average cluster size, 28 for Rome and 26 for Berlin). For
our chosen code size of 512, the LSBC scheme with γ = 4 outperforms LSH.

corresponding binary vector takes up only 64 bytes, thus achieving a compression
factor of 184. With this amount of compression, we can cluster up to about 4
million images on our memory budget of 768 MB, versus only a few hundred
thousand images in the original gist representation.
For clustering the binary code vectors with the Hamming distance, we have
implemented the k-medoids algorithm [13] on the GPU. Like k-means, k-medoids
alternates between updating cluster centers and cluster assignments, but unlike
k-means, it forces each cluster center to be an element of the dataset. For every
iteration, we compute the Hamming distance matrix between the binary codes
of all images and those that correspond to the medoids. Due to the size of the
dataset and number of cluster centers, this distance matrix must be computed

Fig. 3. Images closest to the center of one cluster from Rome
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piecewise, as it is too large to store. An example of a typical cluster output by
our system is shown in Figure 3.
An open problem for clustering in general is how to initialize the cluster centers, as the initialization can have a big eﬀect on the end results. We found
that images with available geo-location information (typically 10 − 15% of our
datasets) provide a good sampling of the points of interest (see Figure 4). Thus,
we ﬁrst cluster the codevectors of images with available geo-location into kgeo
clusters initialized randomly. The resulting centers are used together with additional krand random centers to initialize the clustering of the complete dataset
(in all our experiments kgeo = krand ). From Table 2 it can be seen that we gain
about 20% more geometrically consistent images by this initialization strategy.

Fig. 4. Geo-tag density map for Rome (left) and Berlin (right)

3.2

Geometric Verification

The clusters obtained in the previous step consist of images that are visually
similar but may be geometrically and semantically inconsistent. Since our goal
is to reconstruct scenes with stable 3D structure, we next enforce geometric
consistency for images within a cluster. A cluster is deemed to be consistent if it
has at least n images with a valid pairwise epipolar geometry. This is determined
by selecting an initial subset of n images (those closest to the cluster medoid) and
estimating the two-view geometry of all the pairs in this subset while requiring
at least m inliers (in all our experiments we use n = 4, m = 18). Inconsistent
images within the subset are replaced by others until n valid images are found,
or all cluster images are exhausted and the cluster is rejected.
The computation of two-view epipolar geometry is performed as follows. We
extract SIFT features [28] using an eﬃcient GPU implementation,3 processing
1024 × 768 images at approximately 10.5 Hz on a single GPU including disk
access. In the interest of computational eﬃciency and memory bandwidth, we
limit the number of features extracted to 4000 per image. Next, we calculate the
putative SIFT matches for each image pair. This computationally demanding
3
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process (which could take a few seconds per pair on the CPU) is cast as a
matrix multiplication problem on multiple GPUs (with a speedup of three orders
of magnitude to 740 Hz), followed by a subsequent distance ratio test [28] to
identify likely correspondences.
The putative matches are veriﬁed by estimation of the fundamental matrix
with ARRSAC [14] using a 7-point algorithm [29]. ARRSAC is a robust estimation framework designed for eﬃcient real-time operation. Similarly to generic
RANSAC, its performance signiﬁcantly degrades for small inlier ratios. However,
we have observed that of all registered images in the three datasets, a signiﬁcant
fraction has inlier ratios above 50% (e.g., for San Marco, this fraction is 72%).
This makes intuitive sense: it has been observed [16,3] that community photo
collections contain a tremendous amount of viewpoint overlap and redundancy,
which is particularly pronounced at the scale at which we operate. We use this to
our advantage by limiting the maximum number of tested hypotheses to 400 in
ARRSAC, which corresponds to inlier ratio of approximately 50%. To improve
registration performance, we take the solution deemed the most promising by
the SPRT test of ARRSAC, and perform post hoc reﬁnement. The latter enables
us to recover a signiﬁcant fraction of solutions with less than 50% inlier ratio.
Comparing the number of images registered by the standard ARRSAC and by
our modiﬁed procedure shows a loss of less than 3% for Rome and less than 5%
for Berlin, while having an approximately two- to ﬁve-fold gain in speed.
We choose a representative or “iconic” image for each veriﬁed cluster as the
image with the most inliers to the other n − 1 top images. Afterwards all other
cluster images are only veriﬁed with respect to the iconic image. Our system
processes all the appearance-based clusters independently using 16 threads on
8 CPU cores and 8 GPU cores. In particular, the process of putative matching
is distributed over multiple GPUs, while the robust estimation of the fundamental matrix utilizes the CPU cores. This enables eﬀective utilization of all
available computing resources and gives a signiﬁcant speedup to about 480 Hz
for veriﬁcation. An example of a veriﬁed cluster is shown in Figure 5.
Whenever possible, we geo-locate the veriﬁed clusters using images with userprovided geo-tags. Our geo-location procedure evaluates pairwise geographic distances of all geo-tagged images in the iconic cluster. Then it performs a weighted
voting on the locations of all images within a spatial proximity of the most central
image as deﬁned by the pairwise distances. This typically provides geo-location
for about two thirds of the iconic clusters.

Fig. 5. The cluster of Figure 3 following geometric veriﬁcation
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Local Iconic Scene Graph Reconstruction

After identifying the geometrically consistent clusters, we need to establish pairwise relationships between the iconics. Li et al. [3] introduced the iconic scene
graph to encode these relationships. We use the same concept but identify multiple local iconic scene graphs corresponding to the multiple geographic sites
within each dataset. This keeps the complexity low despite the fact that our sets
of iconics are comparable in size to the entire datasets of [3].
We experimented with two diﬀerent schemes for eﬃciently obtaining candidate iconic pairs for geometric veriﬁcation. The ﬁrst scheme is applicable in the
absence of any geo-location. It is based on building a vocabulary tree index
for the SIFT features of the iconics, and using each iconic to query for related
images. The drawback of this scheme is that the mapping of the vocabulary
tree has to be rebuilt speciﬁcally for each set of iconics, imposing a signiﬁcant
overhead on the computation. The second scheme avoids this overhead by using
geo-location of iconic clusters. In this scheme, the candidate pairs are deﬁned
as all pairs within a certain distance s of each other (in all our experiments set
to s = 150 m). As for the iconics lacking geo-location, they are linked to their
l nearest neighbors (l = 10 in all experiments) in the binarized gist descriptor
space (the distance computation uses GPU-based nearest-neighbor search as in
the k-medoids clustering). We have found this second scheme to be more eﬃcient whenever geo-location is available for a suﬃcient fraction of the iconics (as
in our Rome and Berlin datasets). For both schemes, all the candidate iconic
pairs are geometrically veriﬁed as described in Section 3.2, and the pairs with a
valid epipolar geometry are connected by an edge. Each connected set of iconics
obtained in this way is a local iconic scene graph, usually corresponding to a
distinct geographic site in a city.
Next, each local iconic scene graph is processed independently to obtain a
camera registration and a sparse 3D point cloud using an incremental approach.
The algorithm picks the pair of iconic images whose epipolar geometry given by
the essential matrix (computed similarly to the fundamental matrix in Section
3.2) has the highest inlier number and delivers a suﬃciently low reconstruction
uncertainty, as computed by the criterion of [30]. Obtaining a metric two-view reconstruction requires a known camera calibration, which we either obtain from
the EXIF-data of the iconics (there are 34% EXIF based calibrations for the
Berlin dataset and 40% for Rome), or alternatively we approximate the calibration by assuming a popular viewing angle for the camera model. The latter
estimate typically approximates the true focal length within the error bounds of
successfully executing the ﬁve-point method [31]. To limit drift after inserting i
new iconics, the 3D sub-model and camera parameters are optimized by a sparse
bundle adjustment [32]. The particular choice of i is not critical and in all our
experiments we use i = 50. If no new images can be registered into the current
sub-model, the process starts afresh by picking the next best pair of iconics not
yet registered to any sub-model. Note that we intentionally construct multiple
sub-models that may share some images. We use these images to merge newly
completed sub-models with existing ones whenever suﬃcient 3D matches exist.
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Fig. 6. Sample input images (courtesy of Flickr users: jdn, parris , Rictor Norton &
David Allen, Felpa Boy, Andreas Solberg, xiquinhosilva, HarshLight,stevesheriw), local
iconic scene graph and 3D model
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The merging step again uses ARRSAC [14] to robustly estimate a similarity
transformation based on the identiﬁed 3D matches.
In the last stage of the incremental reconstruction algorithm, we complete the
model by incorporating non-iconic images from iconic clusters of the registered
iconics. This process takes advantage of the feature matches between the noniconic images and their respective iconics known from the geometric veriﬁcation
(Section 3.2). The 2D matches between the image and its iconic determine 2D3D correspondences between the image and the 3D model into which the iconic
is registered, and ARRSAC is once again used to determine the camera pose.
Detailed results of our 3D reconstruction algorithm are shown in Figure 6, and
timings are given in Table 1.
3.4

Dense Geometry Estimation

Once the camera poses have been recovered, the next step is to recover the
surface of the scene, represented as a polygonal mesh, and to reconstruct the
surface color, represented as a texture map. We use a two-phase approach for
surface reconstruction: ﬁrst, recover depthmaps for a selected number of images,
and second, fuse the depthmaps into a ﬁnal surface model.
One of the major challenges of stereo from Internet photo collections is appearance variation. Previous approaches [4,5] take great care to select compatible
views for stereo matching. We use the clustering approach from Section 3.1 to
cluster all images registered in the local iconic scene graph. Since our gist descriptor encodes color, the resulting clusters contain images similar in color. The
availability of images similar in color within a spatially conﬁned area enables us
Table 1. Computation times (hh:mm hrs) for the reconstruction for the Rome and
Berlin dataset using geo-tags, and the San Marco dataset without geo-tags
Gist &
SIFT &
Local iconic
Dataset
Clustering Geom. verification scene graph Dense total time
Rome & geo
1:35 hrs
11:36 hrs
8:35 hrs
1:58 hrs 23:53 hrs
11:46 hrs
7:03 hrs
0:58 hrs 21:58 hrs
Berlin & geo 1:30 hrs
0:03 hrs
0:24 hrs
0:32 hrs
0:07 hrs
1:06 hrs
San Marco

Table 2. Number of images for the Rome dataset with the use of geo-location (Rome
& geo) and without geo-location (Rome), the Berlin dataset with geo-tags (Berlin &
geo) and without (Berlin), and the San Marco dataset without the use of geo-location,
column 4 shows the number of iconic images, column 5 gives the total number of
geometrically consistent images, column 6 gives the number of images registered in the
64 largest models, column 7 lists the number of registered views in the largest model
LSBC
total clusters
Dataset
Rome & geo 2,884,653 100, 000
2,884,653 100, 000
Rome
Berlin & geo 2,771,966 100, 000
44, 229 4,429
San Marco

iconics
21,651
17874
14664
890

#images
verified 3D models largest model
306788
63905
5671
249689
124317
31190
3158
13604
1488
721
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to use traditional stereo methods. We use GPU-accelerated plane sweep stereo
[33] with a 3×3 normalized cross-correlation matching kernel. Our stereo deploys
20 matching views, and handles occlusions (and other outliers) through taking
the best 50% of views per pixel as suggested in [34]. We have found that within
a set of 20 views, non-identical views provide a suﬃcient baseline for accurate
depth computation.
We adapted the vertical heightmap approach of [17] for depthmap fusion to
handle more geometrically complex scenes. This method is intended to compute
watertight approximate surface models. It assumes that the vertical direction of
the scene is known beforehand. For community photo collections, this direction
can be easily obtained using the approach of [35] based on the assumption that
most photographers will keep the camera’s x-axis perpendicular the vertical direction. The heightmap is computed by constructing an occupancy grid over a
volume of interest. The resolution of the heightmap is determined by the median
camera-to-point distance, which is representative of the scene-scale and the accuracy of the depth measurements. All points below the heightmap surface are
considered full and all points above are considered empty. Each vertical column
of the grid is computed independently. For each vertical column, occupancy votes
are accumulated from the depthmaps. Points between the camera center and the
depth value receive empty votes, and points beyond the depth value receive a
full vote with a weight that falls oﬀ with distance. Then a height value is determined that minimizes the number of empty votes above and the number of full
votes below. Our extension is to allow the approach to have multiple connected
“segments” within the column, which provides higher-quality mesh models while
maintaining the regularization properties of the original approach. A polygonal
mesh is then extracted from the heightmap and texture maps are generated as
the mean of all images observing the geometry (refer to [8] for details). The
heightmap model is robust to noise and it can be computed very eﬃciently on
the GPU. Runtimes are provided in Table 1, and Table 2 shows the number of
views registered in the the dense 3D models.

4

Conclusions

This paper demonstrates the ﬁrst system able to deliver dense geometry for cityscale photo collections within the span of a day on a single PC. This system extends to the scale of millions of images state-of-the-art methods for appearancebased clustering [3], robust estimation [14], and stereo fusion [8]. To successfully handle reconstruction problems of this magnitude, we have incorporated
novel system components for clustering of small codes, geo-location of iconic
images through their clusters, eﬃcient incremental model merging, and stereo
view selection through appearance-based clustering. Beyond making algorithmic
changes, we were able to signiﬁcantly improve performance by leveraging the
constraints from appearance clustering and location independence to parallelize
the processing on modern multi-core CPUs and commodity graphics cards.
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